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Outline

1. What is in an image? (15 mins)

2. Where is it? (20 mins)

3. Evaluation and beyond (15 mins)
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Learning Objective: Prepare students for Problem set 2

How can we make Data 

146 better for you?



What does a 
model see when 

it sees a 
pathology slide? 
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Pathology slides are huge
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Pathology slide

• 30k pixels x 30k pixels

• 1.5 cm x 1.5 cm (0.6 inch)

1 cell = 15 pixels



An example of breast H&E WSI from TCGA-BRCA dataset: (A) Illustration of 3 tile images in 10×, 20×, 
and 40× magnifications in a WSI.

From: Publicly available datasets of breast histopathology H&E whole-slide images: A scoping review 5



Hand-crafted features have many 
problems

• Designing features is hard

• Potentially omits complex interactions

• Progress stagnates over time

• Errors compound

6



7https://assets.runemadsen.com/classes/programming-design-systems/pixels/index.html



An image is a tensor

H = height, W = width, C = channels
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x ∈ ℝᴴ × ᵂ × ᶜ

224 x 224 RBG image

224 x 224 x 3 = 150,528 values



9https://sprintchase.com/torch-flatten/



Baseline 1: Flatten Image
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x ∈ ℝᴴ×ᵂ×ᶜ →   x_flat ∈ ℝᴴᵂᶜ

p(y | x) = softmax(Wx + b)



Baseline 2: Add nonlinear hidden layers
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h₁ = ReLU(W₁x + b₁)

h₂ = ReLU(W₂h₁ + b₂)

ŷ = softmax(W₃h₂ + b₃)



Baseline 2: Add nonlinear hidden layers
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h₁ = ReLU(W₁x + b₁)

h₂ = ReLU(W₂h₁ + b₂)

ŷ = softmax(W₃h₂ + b₃)

What’s missing here?



What does flattening throw away?

13https://sprintchase.com/torch-flatten/



What does flattening throw away?
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No locality

• Nearby pixels are 

related

• Edges and textures 

are spatially local

No translation structures

• Ignores repeating 

patterns

• E.g., vertical edge



15

zᵢⱼ = Σ Kₐᵦc xᵢ₊ₐ,ⱼ₊ᵦ,c + b

https://www.geeksforgeeks.org/deep-learning/kernels-filters-in-convolutional-neural-network/



One filter produces one feature map
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input: H × W × C kernel: k × k × C output: H′ × W′ × 1

With F filters:

H′ × W′ × F



Convolution uses fewer parameters

17

Fully connected

• 28 x 28 x 3 input with 

64 units

• 150,000 weights!

3x3 Convolution

• 64 filters

• 3 x 3 x 3 x 64

• 1728 weights



Basic CNN block
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Conv ReLU Pool

Repeat



ReLU makes depth possible
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ReLU(x) = max(0, x)



Pooling reduces spatial resolution

20



21
Krizhevsky et al, 2012, ImageNet classification with deep convolutional neural networks



Why did AlexNet succeed?

1. Architecture innovation

2. Data change

3. GPUs

22



Data augmentation can encode 
invariance

• Cropping

• Flipping

• Intensity / color

23

x → T(x)      while      y stays fixed
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Segmentation requires spatial precision

25



Segmentation predicts a class label for 
each pixel
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f : ℝH x W x C → {1,…,K}H x W

H = height, W = width, C = channels, K = number of class labels 



Encoder-decoder means compress then 
reconstruct

27
https://medium.com/@fezancs/understanding-of-semantic-segmentation-how-segnet-model-work-to-

perform-semantic-segmentation-5c426112e499



U-net is powerful tool for segmentation
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Segmentation is evaluated with IoU
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What if your model gets 99% 
accuracy? 

30



Can we detect COVID-19 from chest x-
rays?

1. External vs internal test performance 

2. Interpretability via saliency maps

3. Shortcut learning

31DeGrave et al, 2021, AI for radiographic COVID-19 detection selects shortcuts over signal



External validation shows drop in 
performance

32DeGrave et al, 2021, AI for radiographic COVID-19 detection selects shortcuts over signal



Saliency maps reveal shortcut learning

33DeGrave et al, 2021, AI for radiographic COVID-19 detection selects shortcuts over signal



Shortcut learning tests

1. External validation drops AUC to 0.7 from 0.9

2. Saliency maps focused on laterality markers, text annotations, 
and other data-source features.

3. Trained a CycleGAN to generate COVID-positive / negative 
images and showed it added laterality markers

4. Laterality marker swapping flipped predictions

5. Changing the patient positioning also flipped predictions

6. Cropping did NOT resolve generalization problem

34DeGrave et al, 2021, AI for radiographic COVID-19 detection selects shortcuts over signal



Summary

✓ What is in an image? 

✓ Where is it? 

✓ Evaluation and beyond

35

Next class: Vision transformer models with guest lecturer Zhongyuan Liang

How can we make Data 

146 better for you?
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